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Can machine think like humans?



Enabling machine to understand human language is the essential path to 
realize intelligent information processing and smart robot brain.

Why language understanding is so important

■ Language understanding is one of the 
important thinking activity 

■ Language is the tool of thinking 
■ It is the ability of language speaking and 

understanding that distinguish us from animals



Why language understanding is so hard
Language is complicated
• Ambiguous, contextual and implicit
• Seemingly infinite number of ways to express the same 

meaning

Language understanding is difficult
• Grounded only in human cognition
• Needs significant background knowledge



Machine language understanding needs 
good background knowledge
• Language understanding of machines 
needs knowledge bases 

• Large scale 
• Semantically rich 
• Friendly structure 

• Traditional knowledge representations 
can not satisfy these requirements 

• Ontology 
• Semantic network 
• Texts



Knowledge graph is a good choice
• Knowledge graph is a large scale 

semantic network consisting of entities/
concepts as well as the semantic 
relationships among them 

• Advantage 
• Higher coverage over entities and concept 
• Richer semantic relationships 
• Usually organized as RDF 
• Quality insurance by Crowdsourcing 



Beyond language understanding
A lot of KG are emerging 

• Yago WordNet, FreeBase, 
Probase, NELL, CYC, DBPedia…. 

• Why Knowledge Graphs? 
• Text understanding needs 

background knowledge 
• A robot brain needs knowledge 

base to understand the world

Cyc

TextRunner/
ReVerb

WikiTaxonomy/
WikiNet

SUMO

ConceptNet 5

BabelNet

ReadTheWeb



How to enable machines to 
understand human languages 
by knowledge graphs?



Understanding Human Languages
• Understanding a concept/category (IJCAI2016) 
• Understanding a set of entities (IJCAI 2017) 
• Understanding a bag of words (IJCAI2015) 
• Understanding verb phrases (AAAI2016) 
• Understanding short texts (EMNLP2016) 
• Understanding natural language questions (VLDB2017
IJCAI2016) 

• Inference of missing facts (AAAI2017)



Language Cognitive Ability
• Categorization 

• Sex=man, Marriage status=unmarried! Bachelor 
• Conceptualization 

• Newton-> Scientist 
• Association 

• Microsoft-> Bill Gates 
• Inference/Reasoning 

• Man has brain, brain can think-> Man can think 
• Induction/summarization 

• Ceremony, bride, rose-> wedding



Probase and Probase+
• Extracted by Hearst pattern 

• NP such as NP, NP, ..., and|or NP such 
NP as NP,* or|and NP 

• NP, NP*, or other NP 
• NP, NP*, and other NP  
• NP, including NP,* or | and NP NP, 

especially NP,* or|and NP  

• domestic animals such as cats and 
dogs ...  

• China is a developing country.  
• Life is a box of chocolate. 
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candidates with a score larger than the threshold ✓ as the missing
hypernyms of c (in line 6). Figure 3 illustrates the key roles in the
CF-based recommendation model, where T (c) is the intersection
of c’s existing hypernyms and c’s candidate hypernyms. T (c) will
be used as prior knowledge to estimate the frequency of newly
discovered isA relations (in Sec 3.3) and to tune a threshold to
select the final hypernyms (in Sec 4.2).

Recommenders Sim(c)

...

h1 ... hm

?

c s1 sKs2

t1 t2

?

h 
T(c) Candidate(c)

Fig. 3. The CF model

Relationship to user-based KNN recommendation. Our
solution is essentially the user-based KNN approach, which is
widely used in recommender systems. There are two types of rec-
ommendation algorithms: user-based [?], [?] and item-based [?],
[?]. In out settings, the ’user’ is the term for which we need to find
its missing hypernyms as well as its similar terms, while ’item’
means the missing hypernyms. Item-based algorithms in general
are not applicable in our problem because a similar hypernym is
not necessarily an appropriate hypernym for a specific instance,
as illustrated in Example 2. Although recommender systems have
been extensively studied, we still need great efforts to tailor the
generic user-based KNN approach to our problems because of a
completely different setting. Next, we will elaborate the challenges
and our contributions.

1.4 Challenges and Contributions
However, using CF to solve our problem is not trivial. In general,
we still have the following obstacles to overcome.

C1: Similarity metric. We need an effective semantic similarity
metric to find similar terms. Since Probase has ambiguous words
or phrases, and noisy or missing isA relationship, to ensure the
effectiveness of the metric is not easy. We will address this issue
in Section 2.

C2: Relationship frequency. In Probase, each isA relationship
is associated with a frequency that the relationship is observed
from corpora. The frequency is critical for the successful usage
of Probase in real applications [?], [?]. While the generic CF
framework can only give a likelihood that a concept is a right
hypernym of a term. We still need great efforts to estimate an
appropriate frequency for the predicted missing relationships. In
Section 3 we propose a regression model to estimate the frequency
of newly found missing relationships.

C3: Parameter tuning. There are two key parameters in our
solution (as shown in Algorithm 1): K (used for the selection of
the similar concepts of c) and ✓ (used for the selection of final
missing hypernyms). In general, a fixed setting is not an optimal
choice due to the heterogeneity of data. We propose heuristics to
set a best K and ✓ for different c in Section 4.

C4: Efficiency. Probase has millions of terms and tens of mil-
lions of relationships. A straightforward solution is not efficient.
In Section 2.5, we identify the bottleneck (the computation of
similarity metrics). We further propose a summary based pruning
strategy to speedup the computation in Section 5.

In summary, our contributions are as follows:

• We propose a collaborative filtering based inferencing
framework to find missing isA relationships in a data-
driven taxonomy.

• We propose effective similarity metrics (to measure a pair
of terms) and ranking mechanisms (of candidate missing
hypernyms) to enable the effective inference of missing
isA relationships under the CF framework.

• We identify the performance bottleneck and propose a
corresponding speedup strategy. We also give parameter
tuning solutions to improve the effectiveness of our solu-
tion.

• We conduct extensive experiments to justify the proposed
models and solutions. We build a taxonomy Probase+
containing 5.1 million (about 30%) more isA relationships
than its prototype Probase, and their accuracy is above
90%. As far as we know, it is the largest conceptual
taxonomy ever known.

The rest of the paper is organized as follows. In Section 2,
we give the similarity metrics to find similar terms. In Section
3, we elaborate the ranking scores of candidate hypernyms. In
Section 4, we describe our method of parameter tuning. In Section
5, we optimize the performance of our solution. In Section 6, we
report the effectiveness of our approach based on comprehensive
experiments. We discuss related works in Section 7, and conclude
in Section 8.

2 SIMILARITY METRICS
To apply collaborative filtering, we need to find terms that are
similar to a given term. In general, our framework is flexible
enough to accept any term similarity metric such as [?]. However,
since these generic metrics are not specially designed for our
problem. We still need to carefully design our metric to achieve
a better performance. In this section, we give the details for
our metrics. Our metric combines Jaccard similarity and cosine
similarity of random walk vectors, both of which rely on the
structure of the taxonomy. After the introduction of our metric,
we show its effectiveness by case studies. We finally analyze the
computation complexity of the metrics. We give the notations used
in the paper in Table 1.

TABLE 1
Notation Table

Symbol Description
N the number of terms in Probase
K the number of similar terms used for recommendation
V
c

c’s random walk vector
jacc(a, b) the Jaccard similarity between terms a and b
rw(a, b) the cosine of RW vectors between terms a and b
cs(a, b) the F

�

combined similarity between terms a and b
rw0

(a, b) the upper bound of rw(a, b)
cs0(a, b) the upper bound of cs(a, b)

n the number of terms that have more than 10 neighbors

m
the averages number of c’s similar terms t
such that jacc(c, t) > 0 over all possible c

l the average number of non-zero elements in all RW vectors
d a small integer parameter of upper bound pruning
k the average number of remaining term pairs for all c

n(b isA a) the frequency of relation b isA a in Probase
hype(c) c’s hypernyms set in Probase
Sim(c) c’s top-K similar terms set

� the parameter of the dynamic threshold for new edges

Probate+: Completing Probase by  
Collaborative Filtering based Framework 

Idea:  
if most similar terms of c have h as the 
hypernym, c is likely to have the hypernym h. 

Jailing Liang, Yanghua Xiao, et al., Probase+: Inferring Missing Links in Conceptual Taxonomies, TKDE 2017



DBPedia and CN-DBPedia
• DBpedia 

• Extract structured information 
from Wikipedia 

• Make this information available on 
the Web under an open license 

• Interlink the DBpedia dataset with 
other datasets on the Web 

•  Contributors 
• Freie Universität Berlin (Germany) 
• Universität Leipzig (Germany) 
• OpenLink Software (UK) 
• Linking Open Data

CN-DBpedia: a Chinese counterpart of 
DBPedia 
• Developed by Knowledge Works at Fudan  
• Rich for entities’ structured information.  
• Contains many category, tags for entities

CN-DBpedia @kw.fudan.edu.cn
Bo Xu, et al. CN-DBpedia: A Never-Ending Chinese Knowledge Extraction System, IEA/AIE 2017



Understanding a Concept/Category

Example  
Bachelor:  Sex=man, Marriage 
status=unmarried

Problem: 
How do we understand a concept/
category?

Bo Xu, et al, Learning Defining Features for Categories. (IJCAI 2016)

as Yago [Suchanek et al., 2007], WikiTaxonomy [Ponzetto
and Strube, 2008], Probase [Wu et al., 2012] have been con-
structed. However, it is hard to use these taxonomies to cat-
egorize emerging entities since in most cases we only have
some description about an entity’s specific property instead
of its category. For example when human built the first plane,
we had no way to categorize it according to the taxonomy
in our mind although we knew all its specific properties. In-
stead, given the properties of categories, the comparison to
existing category properties can easily activate the creation
of a new category.

Property-based categorization is indispensable for many
real applications. The first application is knowledge base
completion. Given the DFs of one category, we can in-
fer that all its members have the corresponding DFs, which
can complete facts about the entities. The second applica-
tion is search intent understanding. To understand the intent
behind the query birds red-breasted, we just need to com-
pare the DFs of categories with the query. From Figure 1,
we know that Robin is a Bird with red-breasted DF.
So we can infer the user’s intent is finding robins. Actually,
property-based categorization can benefit many applications
where isA relation based categorization is applicable, such
as topic search [Wang et al., 2010], short text understand-
ing [Hua et al., 2015] and web tables understanding [Wang et
al., 2012].

Despite its great value, DFs of categories are still very rare.
Many knowledge bases in general contain rare DFs for cate-
gories. For example, Probase contains millions of categories,
but has no DFs associated with each category. DBpedia has
rich property-value information for entities only. Inferencing
DFs of categories from their entities is not easy. In the tra-
ditional efforts, psychologists manually construct DFs for a
very limited number of popular categories, such as birds, an-
imals, and cars [Collins and Quillian, 1969; Tulving, 1972;
Smith et al., 1974]. However, it is impractical to find the
DFs for millions of categories in the real world manually, es-
pecially considering that there are millions of tail categories
which are unfamiliar to most of us.

ANIMAL

BIRD

OWL

[Multicellular, Eukaryotic, Kingdom Animalia]

[Order Strigiform]

[feathered, winged, 
bipedal, warm-blooded, 
egg-laying, vertebrate]

ROBIN

FISH

SHARK

isA

isAisAisA

isA

[red-breast]

Figure 1: An example of DFs of categories.

The goal of this paper thus is to automatically find defin-
ing features for millions of categories in the real world.
Now, we have a strong foundation to solve this problem.
Many knowledge bases, such as DBpedia [Auer et al., 2007],
Yago [Suchanek et al., 2007] and Freebase [Bollacker et
al., 2008], contain rich categories as well as their members.

DBpedia further provides rich structured information of in-
stances. These knowledge bases make it possible to automat-
ically mine the DFs for millions of categories. With these
data, we formalize the DF finding problem and propose a
bootstrapping algorithmic solution that learns the DFs from
entities belonging to the category. To the best of our knowl-
edge, this is the first effort to automatically find DFs for mil-
lions of categories.

2 Preliminary
Our ultimate goal is to find DFs for categories. However,
there are rare descriptions about categories that we can use
to mine DFs. Hence, we turn to mining defining features for
a category from the entities belonging to the category. Be-
cause many online knowledge bases contain rich entity infor-
mation. Our idea is that if most members of a category share
a set of features, these features are likely to be the DFs of the
category. Next, we clarify the representation of entities and
categories in the current knowledge bases.

2.1 Representation of Entity
We extract entity information from DBpedia, a large-scale
well-structured online knowledge repository. We use two
kinds of information widely available in DBpedia to repre-
sent entities. The first is property-value pairs of an entity.
They can be extracted from Infobox of the entity. The sec-
ond is Types of an entity, which are classes that entities be-
longing to. We use Property-Value (PV) and Type features
to represent an entity. Each feature about an entity thus es-
sentially is an assertion about the fact that the entity belongs
to a type or has a certain property-value pair. Table 1 shows
the representation of the film Inception. One of its PV
features (language, English) claims that the film’s
language is English, and one of its type features claims
that it is a Film.

PV Features (language, English), (director, Christopher Nolan)
Type Features (Type, Film), (Type, Work)

Table 1: Two classes of features of entity Inception.

2.2 Representation of Category
A category is also represented by PV and Type features,
which can be inferred from its member entities. For
example, the Wikipedia category films directed by
Christopher Nolan can be defined by its type fea-
ture film, and PV feature (director, Christopher
Nolan).

One of the key issues to define a category is the granular-
ity of the type. A type always has its subtypes or super types.
More generally, types are organized as a hierarchy by the sub-
ClassOf relations among types. For example, a more general
type of films directed by Christopher Nolan
is work and the category can be defined with work and addi-
tional characterization of film. Obviously, such a definition is
also correct but not concise. In general, selecting an appropri-
ate type to define a category is not trivial. In this paper, we ex-
ploit DBpedia type hierarchy, and we always select the most

What is Defining Features of Categories?
Defining features are assumed to establish the 
necessary and sufficient conditions to 
characterize the meaning of the category. 

• Any entity with the defining features should 
belong to the category 

• Any entity belonging to the category must 
contain the defining features 

E.g., Category “Jay Chou albums” 
Defining Features 

{(Type, album), (Singer, Jay Chou)} 

Non-Defining Features 
{(Type, album), (Singer, Jay Chou), (genre, Pop music)} 
{(Type, single), (Singer, Jay Chou)}  



Solution and Results

Repeat until no new DFs can be found
Step 1: Using a score function to find DFs of some 

categories
Step 2 & 3: Using a rule-based method to get more DFs 

of categories
Step 4: Populate DBpedia by using DFs of categories 

discovered so far

The search space of candidate feature set is of 
exponential
Using frequent pattern mining to find candidate 
defining feature sets that are frequent enough

How to measure the goodness 
of a set of features

Solution Framework

Challenge and Solutions Results
We finally obtain 60,247 new C-DFs with average quality 
score 2.82 



Understanding a Set of Entities
Problem: 
Given a set of entities, can we understand 
its concept and recommend a most 
related entity?

Applications  
E-commerce: if users are searching 
samsung s6, and iPhone 6, what should we 
recommend and why? 

Explanation:

BRIC,	
Emerging	economy

Explanation:

BAT,	
Chinese	Internet	

Giant

Yi Zhang, et al, Entity suggestion with conceptual explanation, (IJCAI 2017)



Understanding a Set of Entities

Model 2: the entity whose union with the 
query entities should preserve the concept 
distribution of queries.

• Problem:
• A concept not necessarily exists

• We can find China, Russia, Brazil and India 
under the topic ‘developing country’, but 
there is not an exact topic ‘BRIC’. 

• A concept may cover many non-relevant 
instances

• Under the topic ‘developing country’ there 
are many other countries which makes 
us difficult to find the most related 
entities. 

• The best concept in most cases is implicit
• The information in Probase is not clean 

enough

A naive solution:
Use the taxonomy, such as Probase, to find 

the nearest common ancestor 

Model 1: using concepts as hidden 
variables and punish concepts with too 
much member entities

Problem Model 1 

Idea:  Punish the concept that cover a large number of entities 



Understanding a Set of Entities

Our models can find the related entities preserving 
the concept the given entities

Our solutions



Understanding Verb Phrase
E.g. I watched The Amazing Spider-man 2 and 

thought it’s impressive.
How to understand “The Amazing Spider-man 

2” using verb “watch”?
Pattern: watch $movie -> “The Amazing Spider-

man 2” isA movie

Linguists [Sinclair 1990] found two principles for 
verb phrases:
• idiom patterns: Kick the ass/ watch step
• conceptualized patterns: eat fruit (apple/ 

banana etc.) drink beverage (wine, tea 
etc.)

Model: extract the patterns of verb phrases

API.AI
Applications:

Conceptualization using verbs
The apple(object) he ate(verb) yesterday 

has a bad taste.
Pattern: eat $food  -> apple isA $food

Parsing: Finding subjective/objective/etc. of a 
verb



Understanding Verb Phrases
Challenge: trade-off between generality and specificity
Generality: One general pattern is 

better than several specific pattern.
Specificity: A pattern’s assigned 

entities and the pattern itself should 
be matched.

By using MDL:

object in p as op. A verb pattern is either an idiom pattern
or a conceptualized pattern. Idiom Pattern is in the form
of verb $Iobject (e.g. eat $Ihumble pie). Conceptual-
ized Pattern is in the form of verb $Cconcept (e.g. eat
$Cmeal). We denote the concept in a conceptualized pattern
a as ca.
Definition 1 (Pattern Assignment). A pattern assignment is
a function f : P ! A that maps an arbitrary phrase p to
its pattern a. f(p) = a means the pattern of p is a. The
assignment has two constraints:
• For an idiom pattern verb $Iobject, only phrase
verb object can map to it.

• For a conceptualized pattern verb $Cconcept, a
phrase verb object can map to it only if the object
belongs to the concept in Probase (Wu et al. 2012).
An example of verb phrases, verb patterns, and a valid

pattern assignment is shown in Table 1.
We assume the phrase distribution is known (in our exper-

iments, such distribution is derived from Google Syntactic
Ngram). So the goal of this paper is to find f . With f , we
can easily compute the pattern distribution P (A) by:

P (a) =

X

p

P (a|p)P (p) =

X

p s.t. f(p)=a

P (p) (1)

, where P (p) is the probability to observe phrase p in all
phrases of the verb of interest. Note that the second equa-
tion holds due to the obvious fact that P (a|p) = 1 when
f(p) = a. P (p) can be directly estimated as the ratio of p’s
frequency as in Eq 14.

Model
Next, we formalize our model based on minimum descrip-
tion length. We first discuss our intuition to use Mini-
mum Description Length (MDL) (Barron, Rissanen, and Yu
1998). MDL is based on the idea of data compression. Verb
patterns can be regarded as a compressed representation of
verb phrases. Intuitively, if the pattern assignment provides
a compact description of phrases, it captures the underlying
verb semantics well.

Given verb phrases, we seek for the best assignment func-
tion f that minimizes the code length of phrases. Let L(f)
be the code length derived by f . The problem of verb pattern
assignment thus can be formalized as below:
Problem Definition 1 (Pattern Assignment). Given the
phrase distribution P (P ), find the pattern assignment f ,
such that L(f) is minimized:

argmin

f
L(f) (2)

We use a two-part encoding schema to encode each
phrase. For each phrase p, we need to encode its pattern f(p)
(let the code length be l(p, f)) as well as the p itself given
f(p) (let the code length be r(p, f)). Thus, we have

L(f) =

X

p

P (p)L(p) =

X

p

P (p)[l(p, f) + r(p, f)] (3)

Here L(p) is the code length of p and consists of l(p, f) and
r(p, f).

l(p, f): Code Length for Patterns To encode p’s pattern
f(p), we need:

l(p, f) = � logP (f(p)) (4)

bits, where P (f(p)) is computed by Eq 1.
r(p, f): Code Length for Phrase given Pattern After

knowing its pattern f(p), we use PT (p|f(p)), the proba-
bility of p given f(p) to encode p. PT (p|f(p)) is comput-
ed from Probase (Wu et al. 2012) and is treated as a prior.
Thus, we encode p with code length � logPT (p|f(p)). To
compute PT (p|f(p)), we consider two cases:
• Case 1: f(p) is an idiom pattern. Since each idiom pattern

has only one phrase, we have PT (p|f(p)) = 1.
• Case 2: f(p) is a conceptualized pattern. In this case, we

only need to encode the object op given the concept in
f(p). We leverage PT (op|cf(p)), the probability of object
op given concept cf(p) (which is given by the isA taxono-
my), to encode the phrase. We will give more details about
the probability computation in the experimental settings.

Thus, we have

r(p, f) = � logPT (p|f(p))

=

⇢
� logP (op|cf(p)) f(p) is conceptualized
0 f(p) is idiomatic

(5)

Total Length We sum up the code length for all phrases
to get the total code length L for assignment f :

L(f) =

X

p

[P (p)l(p, f) + ✓P (p)r(p, f)]

= �
X

p

[P (p) logP (f(p)) + ✓P (p) logPT (p|f(p))]
(6)

Note that here we introduce the parameter ✓ to control the
relative importance of l(p, f) and r(p, f). Next, we will ex-
plain that ✓ actually reflects the trade-off between the gener-
ality and the specificity of the patterns.

Rationality
Next, we elaborate the rationality of our model by showing
how the model reflects principles of verb patterns (i.e. gen-
erality and specificity). For simplicity, we define LL(f) and
LR(f) as below to denote the total code length for patterns
and total code length for phrases themselves:

LL(f) = �
X

p

P (p) logP (f(p)) (7)

LR(f) = �
X

p

P (p) logPT (p|f(p)) (8)

Generality We show that by minimizing LL(f), our mod-
el can find general patterns. Let A be all the patterns that
f maps to and Pa be the set of each phrase p such that
f(p) = a, a 2 A. Due to Eq 1 and Eq 7, we have:

LL(f) = �
X

a2A

X

p2Pa

P (p) logP (a) = �
X

a

P (a) logP (a)

(9)

object in p as op. A verb pattern is either an idiom pattern
or a conceptualized pattern. Idiom Pattern is in the form
of verb $Iobject (e.g. eat $Ihumble pie). Conceptual-
ized Pattern is in the form of verb $Cconcept (e.g. eat
$Cmeal). We denote the concept in a conceptualized pattern
a as ca.
Definition 1 (Pattern Assignment). A pattern assignment is
a function f : P ! A that maps an arbitrary phrase p to
its pattern a. f(p) = a means the pattern of p is a. The
assignment has two constraints:
• For an idiom pattern verb $Iobject, only phrase
verb object can map to it.

• For a conceptualized pattern verb $Cconcept, a
phrase verb object can map to it only if the object
belongs to the concept in Probase (Wu et al. 2012).
An example of verb phrases, verb patterns, and a valid

pattern assignment is shown in Table 1.
We assume the phrase distribution is known (in our exper-

iments, such distribution is derived from Google Syntactic
Ngram). So the goal of this paper is to find f . With f , we
can easily compute the pattern distribution P (A) by:

P (a) =

X

p

P (a|p)P (p) =

X

p s.t. f(p)=a

P (p) (1)

, where P (p) is the probability to observe phrase p in all
phrases of the verb of interest. Note that the second equa-
tion holds due to the obvious fact that P (a|p) = 1 when
f(p) = a. P (p) can be directly estimated as the ratio of p’s
frequency as in Eq 14.

Model
Next, we formalize our model based on minimum descrip-
tion length. We first discuss our intuition to use Mini-
mum Description Length (MDL) (Barron, Rissanen, and Yu
1998). MDL is based on the idea of data compression. Verb
patterns can be regarded as a compressed representation of
verb phrases. Intuitively, if the pattern assignment provides
a compact description of phrases, it captures the underlying
verb semantics well.

Given verb phrases, we seek for the best assignment func-
tion f that minimizes the code length of phrases. Let L(f)
be the code length derived by f . The problem of verb pattern
assignment thus can be formalized as below:
Problem Definition 1 (Pattern Assignment). Given the
phrase distribution P (P ), find the pattern assignment f ,
such that L(f) is minimized:

argmin

f
L(f) (2)

We use a two-part encoding schema to encode each
phrase. For each phrase p, we need to encode its pattern f(p)
(let the code length be l(p, f)) as well as the p itself given
f(p) (let the code length be r(p, f)). Thus, we have

L(f) =

X

p

P (p)L(p) =

X

p

P (p)[l(p, f) + r(p, f)] (3)

Here L(p) is the code length of p and consists of l(p, f) and
r(p, f).

l(p, f): Code Length for Patterns To encode p’s pattern
f(p), we need:

l(p, f) = � logP (f(p)) (4)

bits, where P (f(p)) is computed by Eq 1.
r(p, f): Code Length for Phrase given Pattern After

knowing its pattern f(p), we use PT (p|f(p)), the proba-
bility of p given f(p) to encode p. PT (p|f(p)) is comput-
ed from Probase (Wu et al. 2012) and is treated as a prior.
Thus, we encode p with code length � logPT (p|f(p)). To
compute PT (p|f(p)), we consider two cases:
• Case 1: f(p) is an idiom pattern. Since each idiom pattern

has only one phrase, we have PT (p|f(p)) = 1.
• Case 2: f(p) is a conceptualized pattern. In this case, we

only need to encode the object op given the concept in
f(p). We leverage PT (op|cf(p)), the probability of object
op given concept cf(p) (which is given by the isA taxono-
my), to encode the phrase. We will give more details about
the probability computation in the experimental settings.

Thus, we have

r(p, f) = � logPT (p|f(p))

=

⇢
� logP (op|cf(p)) f(p) is conceptualized
0 f(p) is idiomatic

(5)

Total Length We sum up the code length for all phrases
to get the total code length L for assignment f :

L(f) =

X

p

[P (p)l(p, f) + ✓P (p)r(p, f)]

= �
X

p

[P (p) logP (f(p)) + ✓P (p) logPT (p|f(p))]
(6)

Note that here we introduce the parameter ✓ to control the
relative importance of l(p, f) and r(p, f). Next, we will ex-
plain that ✓ actually reflects the trade-off between the gener-
ality and the specificity of the patterns.

Rationality
Next, we elaborate the rationality of our model by showing
how the model reflects principles of verb patterns (i.e. gen-
erality and specificity). For simplicity, we define LL(f) and
LR(f) as below to denote the total code length for patterns
and total code length for phrases themselves:

LL(f) = �
X

p

P (p) logP (f(p)) (7)

LR(f) = �
X

p

P (p) logPT (p|f(p)) (8)

Generality We show that by minimizing LL(f), our mod-
el can find general patterns. Let A be all the patterns that
f maps to and Pa be the set of each phrase p such that
f(p) = a, a 2 A. Due to Eq 1 and Eq 7, we have:

LL(f) = �
X

a2A

X

p2Pa

P (p) logP (a) = �
X

a

P (a) logP (a)

(9)
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Abstract

Syntactic parsing of web queries is impor-
tant for query understanding. However, web
queries usually do not observe the grammar of
a written language, and no labeled syntactic
trees for web queries are available. In this pa-
per, we focus on a query’s clicked sentence,
i.e., a well-formed sentence that i) contains
all the tokens of the query, and ii) appears in
the query’s top clicked web pages. We ar-
gue such sentences are semantically consistent
with the query. We introduce algorithms to de-
rive a query’s syntactic structure from the de-
pendency trees of its clicked sentences. This
gives us a web query treebank without manual
labeling. We then train a dependency parser
on the treebank. Our model achieves much
better UAS (0.83) and LAS (0.75) scores than
state-of-the-art parsers on web queries.

1 Introduction

Syntactic analysis is important in understanding
a sentence’s grammatical constituents, parts of
speech, syntactic relations, and semantics. In this
paper, we are concerned with the syntactic structure
of a short text. The challenge is that short texts, for
example, web queries, do not observe grammars of
written languages (e.g., users often overlook capital-
ization, function words, and word order when creat-
ing a web query), and applying parsers trained on
standard treebanks on queries leads to poor results.

Syntactic structures are valuable for query under-
standing. Consider the following web queries and
their syntactic structures we would like to construct:

cover iphone 6 plus
NN NN CD NN

nn num amod

distance earth moon
NN NN NN

nn
nn

faucet adapter female
NN NN ADJ

nn nn

The syntactic structure of query cover iphone
6 plus tells us that the head token is cover, in-
dicating its intent is to shop for the cover of an
iphone, instead of iphones. With this knowledge,
search engines show ads of iphone covers instead of
iphones. For distance earth moon, the head
is distance, indicating its intent is to find the dis-
tance between the earth and the moon. For faucet
adapter female, the intent is to find a female
faucet adapter. In summary, correctly identifying
the head of a query helps identify its intent, and
correctly identifying the modifiers helps rewrite the
query (e.g., dropping non-essential modifiers).

Syntactic parsing of web queries is challenging
for at least two reasons. First, grammatical signals
from function words and word order are not avail-
able. Query distance earth moon is missing
function words between (preposition), and (coordi-
nator), and the (determiner) in conveying the intent
distance between the earth and the moon. Also, it
is likely that queries {distance earth moon,
earth moon distance, earth distance
moon, · · · } have the same intent, which means they
should have the same syntactic structure. Second,
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iphone, instead of iphones. With this knowledge,
search engines show ads of iphone covers instead of
iphones. For distance earth moon, the head
is distance, indicating its intent is to find the dis-
tance between the earth and the moon. For faucet
adapter female, the intent is to find a female
faucet adapter. In summary, correctly identifying
the head of a query helps identify its intent, and
correctly identifying the modifiers helps rewrite the
query (e.g., dropping non-essential modifiers).

Syntactic parsing of web queries is challenging
for at least two reasons. First, grammatical signals
from function words and word order are not avail-
able. Query distance earth moon is missing
function words between (preposition), and (coordi-
nator), and the (determiner) in conveying the intent
distance between the earth and the moon. Also, it
is likely that queries {distance earth moon,
earth moon distance, earth distance
moon, · · · } have the same intent, which means they
should have the same syntactic structure. Second,

there is no labeled dependency trees (treebank) for
web queries, nor is there a standard for construct-
ing such dependency trees. It will take a tremendous
amount of time and effort to come up with such a
standard and a treebank for web queries.

In this paper, we propose an end-to-end solution
from treebank construction to syntactic parsing for
web queries. Our model achieves a UAS of 0.830
and an LAS of 0.747 on web queries, which is
dramatic improvement over state-of-the-art parsers
trained from standard treebanks.

2 Our Approach

The biggest challenge of syntactic analysis of web
queries is that they do not contain sufficient gram-
matical signals required for parsing. Indeed, web
queries can be very ambiguious. For example, kids
toysmay mean either toys for kids or kids
with toys, for which the dependency relation-
ships between toys and kids are totally opposite.

kids with toys
NN IN NN

prep pobj

toys for kids
NN IN NN

prep pobj

In view of this, why is syntactic parsing of web
queries a legitimate problem? We gave syntactic
structures for 3 queries in Section 1. How do we
know they are the correct syntactic structures for the
queries? We answer these questions here.

2.1 Derive syntax from semantics
In many cases, humans can easily determine the syn-
tax of a web query because its intent is easy to under-
stand. For example, for toys kids, we are pretty
sure as a web query, its intent is to look for toys for
kids, instead of the other way around. Thus, toys
should be the head of the query, and kids should be
its modifier. In other words, when the semantics of a
query is understood, we can often recover its syntax.

We may then manually annotate web queries.
Specifically, given a query, a human annotator forms
a sentence that is consistent with the meaning he
comes up for the query. Then, from the sentence’s
syntactic structure (which is well understood and
can be derived by a parser), the annotator derives the
syntactic structure of the query. For example, for
query thai food houston, the annotator may
formulate the following sentence:

... my favorite Thai food in Houston ...
PRP$ JJ NNP NN IN NN

poss

amod

nn prep pobj

Then we may project the dependency tree of the
sentence to the query:

thai food houston
NNP NN NN

nn nn

The above approach has two issues. First, food
and houston are not directly connected in the de-
pendency tree of the sentence. We connected them
in the query, but in general, it is not trivial to in-
fer synatx of the query from sentences in a consis-
tent way. There is no linguistic standard for doing
this. Second, annotation is very costly. A treebank
project takes years to accompolish.

2.2 Semantics of a web query

To avoid human annotation, we derive syntactic un-
derstanding of the query from semantic understand-
ing of the query. Our goal is to decide for any two
tokens x, y 2 q, whether there is dependency be-
tween x and y, and if yes, what the dependency is.

Context-free signals. One approach to determine
the dependency between x and y is to directly model
P (e|x, y), where e denotes the dependency (x ! y

or x  y). It is context-free because we do not
condition on the query where x and y appear in.

To acquire P (e|x, y), we may consider annotated
corpora such as Google’s syntactic ngram (Goldberg
and Orwant, 2013). For any x and y, we count the
number of times that x is a dependent of y in the cor-
pus. One disadvantage of this approach is that web
queries and normal text differ significantly in distri-
bution. Another approach (Wang et al., 2014) is to
use search log to estimate P (e|x, y), where x and
y are nouns. Specifically, we find queries of pat-
tern x PREP y, where PREP is a preposition {of, in,
for, at, on, with, · · · }. We have P (x ! y|x, y) =

n

x,y

n

x,y

+n

y,x

where n

x,y

denotes the number of times
pattern x PREP y appears in the search log. The dis-
advantage is that the simple pattern only gives de-
pendency between two nouns.

distance from earth to moon

thai food located in houston

• Short texts are 
everywhere 

• web queries 
• instant messages 

•  Understanding the semantic 
of short texts 

• syntactic parsing



Understanding Short Texts
• Syntactic parsing of short 
texts is challenging 

• Grammatical signals from 
function words and word 
order are not available  

• There is no labeled 
dependency trees 
(treebank) for web 
queries, nor is there a 
standard for constructing 
such dependency trees  

• Our solution 
• Inferring tree decency from 
complete sentences by heuristic 
rules 

• e.g. Connected via function 
words  

directly connected 46%
connected via function words 24%
connected via modifiers 24%
connected via a head noun 4%
connected via a verb 2%

Table 1: Dependency Projection

Directly connected. In this case, we copy the
edge and its label directly. Consider query party
supplies cheap’s clicked sentence below:

... selection of cheap party supplies is ...
NN IN JJ NN NNS VBZ

prep

amod

nn

pobj

Here both (party, supplies) and (supplies,
cheap) are directly connected. The query inherits
the dependencies, but note that tokens supplies
and cheap have different word orders in q and s:

party supplies cheap
NN NNS JJ

nn amod

Connected via function words. It is quite com-
mon prepositions are omitted in a query. Consider
query moon landing’s clicked sentence:

... first soft landing on moon in 37 years .
JJ JJ NN IN NN IN CD NNS .

amod
amod prep pobj

prep

num
pobj

For query side effects b12, we have the
following sentence, for which we need to introduce
a derived edge for the query.

The side effects of vitamin b12 ...
DT NN NNS IN NN JJ

det nn prep nn
pobj

Connected via modifiers. Many web queries are
noun compounds. Their clicked sentences may have
more modifiers. Depending on the bracketing, we
may or may not have direct dependencies.

For offshore work and its clicked sentence
below, missing drilling in the query does not
cause any problem: offshore and work are still
directly connected in the dependency tree.

... this offshore drilling work ...
DT JJ NN NN

amod

nn

But not for crude price and its clicked sentence.
Still, there is a path: crude oil price.

... crude oil price is rousing ...
JJ NN NN VBZ VBG

amod nn dep ccomp

In this case, we create a dependency between
crude and oil in the query and give it a tempo-
rary label dep. We will resolve it to a real label later.

crude price
NN NN

dep

Connected via a head noun. In some cases, the
head of a noun compound is missing. Consider
country singers and its clicked sentence:

... singers in country music ...
NNS IN NN NN

prep nn
pobj

Clearly they mean the same thing, but the head
(music) of the noun compound is missing in the
query. Still, a path exists from singers to
country, and we create a dependency:

country singers
NN NN

dep

Connected via a verb. One common case is the
omission of copular verbs. Consider plants
poisonous to goats and its clicked sentence:

... many plants are poisonous to goats .
JJ NNS VBP JJ TO NNS .

amod

nsubj

cop prep pobj

Here, the missing are does not cause any problem.
But for query pain between breasts and its
clicked sentence:

The pain that appears between the breasts ...
DT NN WDT VBZ IN DT NNS

det nsubj
rcmod

prep det

pobj

we need to introduce a derived edge, and it leads to:
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QueryParser Stanford parser

toys kids
NNS NNS

nn

kids toys
NNS NNS

nn

toys kids
NNS NNS

nn

kids toys
NNS NNS

nn

vanguard school lake wales
NN NN NN NNS

nn nn
nn

vanguard school lake wales
NN NN NN NNS

nn
nn

nn

pretty little liars season 4 episode 6
RB JJ NNS NN CD NN CD

advmod
nn

nn
num

nn

num

pretty little liars season 4 episode 6
RB JJ NNS NN CD NN CD

advmod

nn
nn

num
nn num

interview questions contract specialist
NN NNS NN NN

nn nn
nn

contract specialist interview question
NN NN NN NN

nn nn nn

interview questions contract specialist
NN NNS NN NN

nn
nn

nn

contract specialist interview question
NN NN NN NN

nn
nn

nn

Table 4: Case study of parsers.

word2vec embeddings, we also achieve 3% advan-
tage. Thus, it seems that context-sensitive signals
plus the generalizing power of embeddings contain
all the context-free signals already.

5 Experiments

In this section, we start with some case studies. Then
we describe data and compare models.

5.1 Case Study

We compare dependency trees produced by our
QueryParser and Stanford Parser (Chen and Man-
ning, 2014) for some web queries (Stanford Parser
is trained from the standard PTB treebank). Table 4
shows that Stanford Parser heavily rely on grammar
signals such as function words and word order, while
QueryParser relies more on the semantics of the
query. For instance, in the 1st example, QueryParser
identifies toys as the head, regardless of the word
order, while Stanford parser always assumes the last
token as the head. In the 2nd example, the semantics
of the query is a school (vanguard school) at a
certain location (lake wales). QueryParser cap-
tures the semantics and correctly identifies school
as the head (root) of the query, while Stanford parser
treats the entire query as a single noun compound
(likely inferred from the POS tags).

5.2 Clicked Sentences

For training data, we use one-month Bing query log
(between July 25, 2015 and August 24, 2015). From
the log, we obtain web query q and its top clicked
URLs {url1, url2, ..., urlm}. From the urls, we re-
trieve the clicked HTML document, and find sen-
tences {s1, s2, ..., sn} that contain all words (regard-
less to their order of occurrence) in q. Then we ex-
tract query-sentence tuples (q, s, count) to serve as
our training data to generate a web query treebank.
The size (# of distinct query-sentence pairs) of the
raw clicked sentences is 390,225,806.

5.3 Web Query Treebank

We evaluate the 3 steps of treebank generation. Af-
ter each step, we sample 100 queries from the result
and manually compute their UAS and LAS scores.
We also count the number of total query instances in
each step. The results are shown in Table 5.

• Inferring a dependency tree: For each (query,
sentence) pair, we project dependency from
the sentence to the query. The number of in-
stances shown in Table 5 are the input num-
ber of (query, sentence) pairs. It shows that
we obtain dependency trees for only 31% of the
queries, while the rest do not satisfy our filter-
ing criterion. This however is not a concern.
By sacrificing recall in this process, we ensure
high precision. Given that query log is large,
precision is more important.

• Inferring a unique dependency tree: In this
step, we group (query, sentence) pairs by
unique queries. Using the method in Section
3.2, each group produces one or zero depen-
dency trees. The number of instances in Table
5 corresponds to the number of different query
groups. The overall success rate is high. This is
expected as the filtering process uses majority
vote, and we already have high precision pars-
ing trees after the first step.

• Label refinement: Dependency labels are re-
fined using the methodology in Section 3.3. It
shows that with majority voting and bootstrap-
ing, we are able to keep all the input.

System All (n=1000) NoFunc (n=900) Func (n=100)
UAS LAS UAS LAS UAS LAS

Stanford 0.724 0.642 0.700 0.613 0.861 0.799
MSTParser 0.740 0.649 0.722 0.626 0.838 0.776
QueryParser + word2vec 0.811 0.737 0.796 0.716 0.870 0.841
QueryParser + label refinement 0.791 0.723 0.783 0.707 0.836 0.807
QueryParser + label refinement + word2vec 0.830 0.747 0.818 0.728 0.895 0.853

Table 6: Parsing performance on web queries

show that we achieve significant improvement over
traditional parsers on web queries.
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Understanding a bag of words
Problem: 
Given a bag of words, can we inference 
what the article is talking about?

Example:
china, japan, india, korea -> asian country
dinner, lunch, food, child, girl -> meal, child
bride, groom, dress, celebration -> wedding

Applications
Topic labelling

• A topic is a bag of words that do not have 
explicit semantics

• Conceptual labeling turns each topic into 
a small set of meaningful concepts

 Language understanding
• Verb role labeling
• Can summarize verb eat’s direct objects 

apple, breakfast, pork, beef, bullet, into 
a small set of concepts, such as fruit, 
meal, meat, bullet

Challenge: how to measure the “goodness” of the 
labels we assign to a bag of words

Coverage: the conceptual labels should cover as 
many words and phrases in the input as 
possible

Minimality: the number of conceptual labels 
should be as small as possible

Xiangyan Sun, et al. On Conceptual Labeling of a Bag of Words, (IJCAI 2015)



Solution
Minimum description length

The best concepts should capture the regularities of the words as much as possible, which 
enables us to compress the data as much as possible

using the model that gives the maximal posterior likelihood,
i.e. argmax

c2C P (x|c). This leads to the shortest code length
for x. However, to decode the data, we also need to know
which model is used to encode x. We describe two possible
schemes, namely two-part code and universal code, for this
purpose.

Two-part code. For a word is encoded by concept c
i

, we
also encode the index i. Since we have overall |C| concepts,
each index can be encoded with log |C| bits. Applying the
principles of MDL, we have:
CL(X,C) = L(C) + L(X|C) =

X

ci2C

L(c

i

) +

X

xi2X

L

⇤
(x

i

|C)

(8)
where L⇤

(x|C) is the code length for encoding individual
word x given the prior knowledge of C:

L

⇤
(x|C) = log |C|+min

c2C

L(x|c) (9)

The input may contain outliers that should not be sum-
marized to concepts. For example, {apple, banana,
breakfast, dinner, pork, beef, bullet} are direct
objects of the verb eat. We may summarize them into con-
cept {fruit, meal, meat} except for the last word bullet.
We need to make a choice: either encode the outlier indepen-
dently or encode it with some concept c. We use the MDL
principle to make the choice. That is, we calculate the code
lengths yielded by the two options and select the one with the
shorter length. This leads to a new definition of L⇤

(x|C):

L

⇤
(x|C) = min

⇢
L(x), encode directly
log |C|+ L(x|c), encode using c 2 C

(10)

Because each word is encoded independently, the combina-
tion of local optimums guarantees the global optimum. Using
this scheme each word (x) will be assigned to the concept c
which has the maximal posterior probability P (x|c).

Universal code. Alternatively, we may generate a universal
model, which mixes all the models into one model. For ex-
ample, we can create a universal model based on occurrence
probability, i.e. P (x|C) =

P
c2C P (x|c)P (c). The regret

measure [Shtar’kov, 1987] is used to evaluate different uni-
versal models. For a given data item x, the regret for a uni-
versal model P (x|C) relative to the original model class C, is
defined as:

R(x, P ) = � logP (x|C)�min

c2C
{� logP (x|c)} (11)

Intuitively, R(x, P ) is the additional number of bits to encode
x using distribution P compared to using optimal maximum
likelihood model. The best universal model should minimize
the maximal additional bits over the entire data space, that is

min

P

max

x2X
R(x, P ) (12)

where X is the data space that individual data x resides in.
It was shown [Shtar’kov, 1987] that the normalized maxi-

mum likelihood model achieves the minimum. The normal-
ized maximum likelihood is defined as:

P
NML

(x|C) =
ˆP (x|C)

P
x2X

ˆP (x|C)
(13)

where ˆP (x|C) is the maximal posterior likelihood of x using
a model from C, i.e. ˆP (x|C) = max

c2C P (x|c).
Using the normalized maximum likelihood code, we can

reformulate L⇤
(x|C) in Eq 10 as:

L⇤
(x|C) = min(L(x),� logP

NML

(x|C))

= min(L(x),� log

ˆP (x|C)

P
x

0
ˆP (x0|C)

)

ˆP (x|C) = max

c2C

P (x|c)

(14)

Similar to two-part code, each word x will be assigned to the
concept c that has the maximal posterior probability P (x|c).

3.4 Integrating Attributes
In our MDL model, we use P (x|c) to characterize the rela-
tionship between a concept c and an input word x. Up to
now, we have assumed that the relationship is the isA rela-
tionship, and P (x|c) is defined as in Eq 1. However, the input
may contain words that are attributes or properties of a con-
cept, as in {population, president, location},
which triggers the concept country.

To incorporate attributes, we combine the isA and the is-
PropertyOf relations to a unified probabilistic model. In prac-
tice, it is rare that an input word is both an instance and an
attribute of a concept. As in [Song et al., 2011], we combine
the typicality using a noisy-or model:

P (c|x) = 1� (1� P
e

(c|x))(1� P
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(c|x)) (15)
where P

e

(c|x) denotes the isA typicality as defined in Eq 1,
and P

a

(c|x) denotes the attribute typicality as defined in Eq 3.
Intuitively, P (c|x) is the likelihood that the word x invokes
concept c, by being either its instance or attribute. The re-
versed typicality P (x|c) is inferred using the Bayes rule:
P (x|c) = P (c|x)P (x)/P (c).

3.5 Tradeoff between Coverage and Minimality
In practice, it may be more desirable to limit the number of
concepts, or to generate more concepts for better coverage
of meaning. We thus extend our model to add an adjustable
parameter for balancing the importance of concepts and tags.
We reformulate the final MDL measure to:
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where X is the input, C is set of concepts used to encode
the input, L⇤

(x|C) is the code length of individual word, de-
pending on whether two-part code or NML code is used, ↵ is
a parameter that can be used to tradeoff coverage and mini-
mality. By default ↵ = 0.5. A larger ↵ value indicates the
description length of concepts are weighted higher than input
words, thus fewer concepts will be generated, vice versa.

3.6 Search Strategy
We have shown how to measure the goodness to use a given
set of concepts for the labeling. However, we still need a
method to find the best concept set. Since Probase has mil-
lions of concepts and relations, exhaustive enumeration over
this space is costly. On the other hand, the MDL based
measure does not have any desired properties (such as, sub-
modularity) that allows an efficient pruning of the search
space. Hence, we resort to a greedy heuristic for the search.

We first find all hypernyms of input words. We discard con-
cepts which only contain a very small number of instances.

Minimality:	The	description	
length	to	code	concepts

Coverage:	The	description	
length	to	code	words	by	
concepts

Problem: Given a bag of words X, find
C*=argmin CL(X, C)

Noise tolerant
{apple, banana, breakfast, dinner, pork, 

beef, bullet} 

Integrating attribute information
{population, president, location}, which 

triggers the concept country 

using the model that gives the maximal posterior likelihood,
i.e. argmax

c2C P (x|c). This leads to the shortest code length
for x. However, to decode the data, we also need to know
which model is used to encode x. We describe two possible
schemes, namely two-part code and universal code, for this
purpose.

Two-part code. For a word is encoded by concept c
i

, we
also encode the index i. Since we have overall |C| concepts,
each index can be encoded with log |C| bits. Applying the
principles of MDL, we have:
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where L⇤

(x|C) is the code length for encoding individual
word x given the prior knowledge of C:
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L(x|c) (9)

The input may contain outliers that should not be sum-
marized to concepts. For example, {apple, banana,
breakfast, dinner, pork, beef, bullet} are direct
objects of the verb eat. We may summarize them into con-
cept {fruit, meal, meat} except for the last word bullet.
We need to make a choice: either encode the outlier indepen-
dently or encode it with some concept c. We use the MDL
principle to make the choice. That is, we calculate the code
lengths yielded by the two options and select the one with the
shorter length. This leads to a new definition of L⇤
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Because each word is encoded independently, the combina-
tion of local optimums guarantees the global optimum. Using
this scheme each word (x) will be assigned to the concept c
which has the maximal posterior probability P (x|c).

Universal code. Alternatively, we may generate a universal
model, which mixes all the models into one model. For ex-
ample, we can create a universal model based on occurrence
probability, i.e. P (x|C) =

P
c2C P (x|c)P (c). The regret

measure [Shtar’kov, 1987] is used to evaluate different uni-
versal models. For a given data item x, the regret for a uni-
versal model P (x|C) relative to the original model class C, is
defined as:
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Intuitively, R(x, P ) is the additional number of bits to encode
x using distribution P compared to using optimal maximum
likelihood model. The best universal model should minimize
the maximal additional bits over the entire data space, that is
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where X is the data space that individual data x resides in.
It was shown [Shtar’kov, 1987] that the normalized maxi-

mum likelihood model achieves the minimum. The normal-
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where X is the input, C is set of concepts used to encode
the input, L⇤

(x|C) is the code length of individual word, de-
pending on whether two-part code or NML code is used, ↵ is
a parameter that can be used to tradeoff coverage and mini-
mality. By default ↵ = 0.5. A larger ↵ value indicates the
description length of concepts are weighted higher than input
words, thus fewer concepts will be generated, vice versa.

3.6 Search Strategy
We have shown how to measure the goodness to use a given
set of concepts for the labeling. However, we still need a
method to find the best concept set. Since Probase has mil-
lions of concepts and relations, exhaustive enumeration over
this space is costly. On the other hand, the MDL based
measure does not have any desired properties (such as, sub-
modularity) that allows an efficient pruning of the search
space. Hence, we resort to a greedy heuristic for the search.

We first find all hypernyms of input words. We discard con-
cepts which only contain a very small number of instances.
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In our MDL model, we use P (x|c) to characterize the rela-
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In practice, it may be more desirable to limit the number of
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of meaning. We thus extend our model to add an adjustable
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where X is the input, C is set of concepts used to encode
the input, L⇤

(x|C) is the code length of individual word, de-
pending on whether two-part code or NML code is used, ↵ is
a parameter that can be used to tradeoff coverage and mini-
mality. By default ↵ = 0.5. A larger ↵ value indicates the
description length of concepts are weighted higher than input
words, thus fewer concepts will be generated, vice versa.

3.6 Search Strategy
We have shown how to measure the goodness to use a given
set of concepts for the labeling. However, we still need a
method to find the best concept set. Since Probase has mil-
lions of concepts and relations, exhaustive enumeration over
this space is costly. On the other hand, the MDL based
measure does not have any desired properties (such as, sub-
modularity) that allows an efficient pruning of the search
space. Hence, we resort to a greedy heuristic for the search.

We first find all hypernyms of input words. We discard con-
cepts which only contain a very small number of instances.



Results
• Our solutions can find minimum 

number of concepts to label a 
bag of words

• Most conceptual labels are specific 
enough

• Noise words will be ignored

 

• Our models can fully employ the 
attributes of concepts to 
generate a better label

 



Understanding Natural Language Questions
Online procedure parses and answers a 

question 
• Question Parsing: convert questions to 

templates by NER and 
conceptualization 

• Predicate Lookup: lookup the entity and 
the predicate of given template and 
return corresponding value 

Offline procedure  learns the mapping from 
templates to predicates 

• Template Extraction: learns templates 
and their corresponding predicates 
• Predicate Expansion: learn predicate 
paths 

KBQA: A QA system over knowledge graph



Understanding Natural Language Questions
Key idea: 
Understanding a question’s intent by its 

template 

A probabilistic generative model for the template based 
predicate inference  

1. Starting from question q, generate its entity e according to the 
distribution P(e|q).  

2. Generate the template t according to the distribution P(t|q,e).  
3. Infer predicate p by P(p|t), where the predicate p only 
depends on t. 

4. Generate the answer value v by P(v|e,p).

Wanyun Cui, Yanghua Xiao* et al. KBQA: Learning Question Answering over QA Corpora and Knowledge Bases, (VLDB 2017)



Understanding Natural Language Questions

KBQA Bootstrapping
Corpus 41M	QA	pairs 256M	sentences
Templates 27,126,355 471,920
Predicates 2782 283
Templates	per	predicate 9751 4639

KBQA finds significantly more templates and predicates 
than its competitors despite that the corpus size of 
bootstrapping is larger

Category Date Entity Location Human Number
Ratio 39.4% 59.0% 13.8% 22.7% 0.6%

KBQA learns templates of diverse categories. The templates’ 
diversity supports KBQA answers different types of questions

Templates’ category distribution 

Basic statistics 

An online demo system 
Wanyun Cui, Yanghua Xiao*, Wei Wang, KBQA: An Online Template Based Question Answering System over Freebase, (IJCAI 2016)



Missing isA Facts Inference

Liang Jiaqing, et al, On the Transitivity Inference in a Data Driven 
Conceptual Taxonomy, (AAAI2017)

Problem  
Can we infer missing facts from existing 
facts in knowledge base? 

Example: 
Can we infer that Steve Jobs is a billionaire 
from the fact that Bill Gates is a billionaire?

There are many missing links in a data driven conceptual 
taxonomy, such as Probase

Newton isA  scientist
Steve jobs isA billionaire

Data Bias:  many common 
sense like facts can not 
be observed from data



Missing isA facts Inference- Ideas and Results
Inference from similar instances Inference from similar concepts

CDF	figures: CDF	figures:

3 6 2 11 1A 317 7 .31 88
9 04      
9 87 3      
9 759 72         

37560 74 9      
37560 27 13     
37560 74 9      
37560 27 13     
37560  74 9      
37560  27 13     

2 94 3        

Results:
• Our features are effective to find 

missing facts
• Our models can consistently achieve 

90% precision
• More similar entities/concepts, the 

higher the accuracy



Open Challenges
• Common sense knowledge 

• human cannot fly 
• the sun rises from the east 
• the object will fall to 
ground without any 
support 

• Reasoning in language 
understanding 

• Obama is a white man

AI-Complete

• Why understanding common 
sense knowledge is challenging 

• No one will mention it 
explicitly in texts 

• No source to extract 

• Why reasoning is so hard 
• Hard inference always suffers 
from exceptions 

• birds can fly but ostrich 
cannot fly



Natural Language Understanding by KG 
1 Understanding bag of words (IJCAI2015) 
2 Understanding a set of entities (IJCAI2017) 
3 Understanding verb phrase (AAAI2016) 
4 Understanding a concept (IJCAI 2106) 
5 Understanding short text (EMNLP2016) 
6 Understanding natural languages (IJCAI2016
VLDB2017)

Knowledge Graph Construction 
1 IsA taxonomy completion (TKDE2017) 
2 Implicit isA relation inference (AAAI2017) 
3 Error isA correction (AAAI2017) 
4 Cross-lingual type inference(DASFAA2016) 
5 KG synchronization (IJCAI 2017) 
6 End-to-end knowledge harvesting 
7 Domain-specific knowledge harvesting 

Knowledgable Search/Recommendation 
1 Recommendation by KG (WWW2014 DASFAA2015) 
2 User profiling by KG (ICDM2015 CIKM2015) 
3 Categorization by KG (CIKM 2015) 
4 Entity suggestion with conceptual explanation 
(IJCAI2017) 
5 Entity search by long concept query 

Big Graph Management 
1 Big graph systems(SIGMOD12) 
2 Overlapping community search (SIGMOD2013) 
3 Local Community search (SIGMOD2014) 
4 Big graph partitioning (ICDE2014  
5 Shortest distance query (VLDB2014  
6 Fast graph exploration (VLDB 2016) 

Graph Analytic 
1 Models for symmetry (Physical Review E 2008)  
2 Graph Simplification (Physical Review E 2008) 
3 Complexity/distance measurement (Pattern 
Recognition 2008, Physica A 2008) 
4 Graph Index Compression (EDBT2009) 
5 Graph anonymization (EDBT2010)

Research Outline



1. CN-DBPedia CN-DBpedia is an effort to extract 
structured information from Chinese encyclopedia 
sites, such as Baidu Baike, and make this information 
available on the Web. CN-DBpedia allows you to ask 
sophisticated queries against Chinese encyclopedia 
sites, and to link the different data sets on the Web to 
Chinese encyclopedia sites data

2. Probase Plus Probase is a web-scale taxonomy 
that contains 10 millions of concepts/entities and 16 
millions of isA relations. In addition, ProbasePlus is a 
updated taxonomy that has more isA relations inferred 
from the original Probase. They are useful for 
conceptualization, reasoning, etc

3. Verb Base
 Verb pattern is a probabilistic semantic representation on 
verbs. We introduce verb patterns to represent verbs’ 
semantics, such that each pattern corresponds to a single 
semantic of the verb. We constructed verb patterns with 
the consideration of their generality and specificity.

Knowledge Graph Service



• Kowledge Works@FUDAN

• http://Kw.fudan.edu.cn
• Knowledge works is a studio focusing on building 

and managing  large scale knowledge graphs of 
high quality as well as the applications of 
knowledge graphs in text understanding, 
intelligent search and robot brain.

• Graph Data Management Lab@FUDAN
• http://gdm.fudan.edu.cn
• GDM@FUDAN focuses on studying and 

developing effective and efficient solutions to 
manage and mine these graph data, aiming at 
understanding real graphs and supporting real 
applications built upon large real graphs. 
Recently, we are especially interested in 
knowlege graphs and its application.

Our Lab

http://Kw.fudan.edu.cn
http://Kw.fudan.edu.cn
http://Kw.fudan.edu.cn
http://Kw.fudan.edu.cn
http://Kw.fudan.edu.cn
http://gdm.fudan.edu.cn


Knowledge Graph 
a kind of semantic network that consists of entities/
concepts as well as their semantic relationships. Higher 
coverage over entities and concepts, more abundant 
semantic relationships, constructed in an more 
automatic way, higher accuracy is expected. 

The key of intelligent information processing. 
KG has shown its potential power in solve problems such as search intent understanding, 
relationship explaining, user profiling. It is of great business value in intelligent search, 
intelligent software, cybernetic security and intelligent business.  

The key to build a machine that think like human 
KG provides necessary background knowledge to enable machine to understand language 
and think like human. 

Our Mission: The construction, management and application of large scale 
knowledge graphs
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Conclusion
Enabling machine to understand human language is 
critical for machine intelligence 
Knowledge graphs provide rich background knowledge 
to enable machine to understand human language 
With existing knowledge graphs, machines are able to 
do a variety of language understanding tasks 
We are still confronted with many open challenges such 
as common sense understanding and reasoning.
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